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Abstract: In the era of big data, cloud computing, and the Internet of Things (IoT), the demand
for secure and efficient cryptographic solutions has significantly increased. Permutation-based
cryptography has emerged as a versatile and robust paradigm for next-generation symmetric
cryptography, offering provable security, high performance, and resistance against both classical
and quantum attacks. This paper provides a comprehensive survey of permutation-based
cryptography, focusing on public large-state permutations (greater than 256 bits) to meet the
demands of post-quantum security and high-throughput applications. We explore key structures
such as the Sponge construction (used in SHA-3), the Duplex construction (for authenticated
encryption schemes such as Ascon), and the Farfalle construction (enabling parallel processing
in pseudorandom functions, e.g., Kravatte), highlighting their security guarantees and efficiency
trade-offs. In addition, we analyze the core components of cryptographic permutations, including
nonlinear layers (S-boxes and modular addition) and linear diffusion layers (MDS matrices
and Column Parity Mixers (CPMs)), together with common design strategies such as Feistel
networks, Substitution–Permutation Networks (SPNs), and Addition–Rotation–XOR (ARX)
structures. A comparative study of notable permutations, including Keccak-f, Ascon-p, Xoodoo,
Gaston, and Gimli, demonstrates their applications in hashing, authenticated encryption, message
authentication codes, and pseudorandom number generation. Finally, we discuss emerging
challenges related to standardization, quantum resistance, and performance optimization for
future cryptographic designs. This work serves as a reference for researchers and practitioners
seeking to understand and advance permutation-based cryptography in the post-quantum era.
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1. INTRODUCTION

Today, the exponential growth of data, the ubiquity of cloud computing, and the proliferation
of Internet of Things (IoT) devices are placing increasingly stringent demands on
cryptographic solutions that are both secure and efficient [2, 67, 109]. The massive volume
of data requires cryptographic algorithms capable of handling high-throughput workloads
without compromising security. In cloud environments, secure computation over outsourced
data is essential, as demonstrated by homomorphic encryption schemes [32,91]. IoT devices,
which are constrained by limited resources such as memory, processing power, and energy,
necessitate lightweight cryptographic solutions [59, 191], often relying on encryption modes
that do not require an inverse decryption function (e.g., CTR and OFB modes, which use only
the block cipher encryption function EK for both encryption and decryption).
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The advent of quantum computing presents a significant threat to current public-key
cryptography (e.g., RSA and ECC), as quantum algorithms such as Shor’s algorithm can
efficiently solve the underlying mathematical problems far faster than classical computers [2,
67, 109]. Even symmetric-key algorithms are not immune, as Grover’s algorithm can
effectively halve their security level in terms of key length [78, 105, 141, 176]. This has led
to the strategy known as “Harvest Now, Decrypt Later” (HNDL), where adversaries collect
encrypted data today with the aim of decrypting it using future quantum computers [162,181].
The convergence of these challenges—from massive-scale data processing and resource-
constrained environments to the looming quantum threat—necessitates a fundamental re-
evaluation of cryptographic primitives. Traditional block ciphers, while robust, often lack the
flexibility or performance configurability required to address the wide spectrum of emerging
application contexts.

1.1. Challenges of Traditional Block Cipher-Based Primitives
Until recent years, symmetric cryptography has been predominantly shaped by block ciphers.
Except for a few dedicated stream ciphers, most standards and commercial cryptographic
systems for encryption and authenticated encryption have relied on block ciphers. For
example, the Advanced Encryption Standard (AES) [54] is the most widely adopted block
cipher algorithm, and even hash functions or pseudorandom bit generators have been
constructed using block cipher-based modes of operation [12, 102].

However, as cryptographic research continues to advance, several challenges associated
with block cipher-based designs have come to light. In [46], J. Daemen identified fundamental
issues inherent to block cipher-based cryptography that are difficult to resolve.

The first challenge concerns the security proofs of block cipher modes of operation. In
practice, proving the security of such modes is often nontrivial and difficult to verify, and
several errors have been identified in existing proofs. For instance, the OCB mode, known
for its efficiency, was originally proven secure [6] with no known flaws in its proof. However,
a standardized variant, OCB2, was later found not to satisfy key assumptions required for
the original proof, rendering the proof invalid [101]. This flaw went unnoticed for nearly
a decade due to the subtle and hard-to-detect nature of the assumption violations. A more
recent example is the GCM-SIV mode, whose original security proof was later found to
be flawed. While the authors attributed the issue to a “typographical error,” the reality was
that the proof overstated the achieved security level [103]. These examples demonstrate that
proving and validating the security of block cipher modes is both complex and error-prone,
even for expert readers or reviewers.

A second issue noted by Daemen is the so-called birthday bound, which limits the security
of block ciphers when the amount of processed data approaches 2n/2 blocks, where n is
the block size. While the security of block ciphers is often measured by the key size k,
with exhaustive key search requiring 2k operations, the block size n also plays a crucial
role in determining the maximum amount of data that can be securely encrypted under a
single key. In most block cipher modes (such as CBC, CTR, GCM, and OCB), the security
guarantees no longer hold once the number of encrypted blocks exceeds 2n/2 due to the
birthday paradox. For a block size of 64 bits, this threshold corresponds to only 32 GB of
data, an amount easily reached in practical systems. Beyond this limit, security assurances
begin to degrade, prompting the need for key rotation. For example, the older DES standard
(n = 64) and the modern AES standard (n = 128) have respective birthday bounds of 232

blocks (approximately 32 GB) and 264 blocks.
A third challenge emphasized by Daemen concerns efficiency. In practice, performance

plays a central role in determining the deployability of cryptographic algorithms. In block
cipher design, efficiency must be ensured not only for encryption but also for decryption.
However, many modern block cipher modes do not use the decryption function at all,
resulting in wasted implementation effort. Examples of such modes include CTR, OFB, and
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CFB, as well as MAC constructions based on block ciphers. Moreover, NIST hash function
standards such as SHA-1 and SHA-2 are built using block cipher-based constructions but do
not use the cipher’s inverse mapping. This raises a fundamental design question: when the
desired cryptographic primitive is a pseudorandom function (PRF), as is sufficient for many
applications such as CTR mode, why insist on designing a full permutation (PRP), which
includes reversibility?

Additionally, designing a secure and efficient key schedule for block ciphers remains a
challenging task. In traditional block cipher architectures, inputs of size n+ k bits (with
k the key size and n the block size) are processed asymmetrically: the key is transformed
through the key schedule, while the data passes through the round function. This separation
limits potential diffusion from the data path to the key schedule and may reduce the overall
mixing strength. In light of these issues, permutation-based cryptography has emerged as a
promising alternative approach.

1.2. Provable Security
Permutation-based cryptography offers an attractive model in which cryptographic schemes
can be proven secure based on the properties of a pseudorandom permutation (PRP) or
a public random permutation [5, 20–22]. This analytical framework simplifies security
evaluation by shifting the focus toward the design and analysis of a single, strong permutation
rather than multiple separate primitives. The threat posed by Harvest Now, Decrypt Later
(HNDL) attacks [162, 181] implies that data encrypted today must remain secure well
into the future, even before the actual advent of quantum computers. This significantly
elevates the importance of provable security. If a scheme’s security relies solely on heuristic
arguments or incomplete cryptanalysis, confidence in its long-term resilience—especially
against unknown quantum attacks—remains low. As such, an emphasis on provable security
in permutation-based cryptography becomes critical for ensuring long-term assurance. It
transforms the design paradigm from ad-hoc constructions to mathematically rigorous
frameworks, providing a stronger foundation for defending against unforeseen attack vectors,
including those introduced by quantum adversaries.

1.3. Resistance to Cryptanalysis
Well-designed permutations, particularly those with large internal state sizes, can offer
strong resistance against a wide range of cryptanalytic attacks, including differential [33],
linear [144], higher-order differential [120], zero-sum, and invariant subspace attacks [13,44,
123]. The iterative nature of such designs, combined with the careful selection of nonlinear
and linear layers, contributes to rapid diffusion and confusion, rendering these attacks
computationally infeasible against full-round versions.

1.4. Implementation Efficiency
Permutation-based designs are highly amenable to optimization in both software and
hardware. They can effectively exploit modern processor features such as SIMD instructions
and efficient cache utilization [92]. Their reliance on simple bitwise operations (e.g., XOR,
AND, NOT, and rotations) avoids costly table lookups or complex arithmetic, making
them suitable for both resource-constrained environments and high-performance computing
platforms [114, 156].

1.5. Enhanced Security in the Post-Quantum Era
Although quantum computing reduces the effective security of symmetric-key algorithms—
for example, halving brute-force resistance via Grover’s algorithm [78, 105, 141, 176]—
permutation-based designs, particularly those with larger state sizes and greater security
margins, are inherently more resilient than their public-key counterparts. As a result, the
focus has shifted toward designing permutations with sufficient quantum security margins;
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for instance, achieving 256-bit classical security may require 512-bit keys or internal states
in the quantum setting [78, 105, 141, 176].

The growing demand for lightweight cryptographic solutions in IoT environments [59,
191] and high-performance solutions in cloud and big-data systems [92] necessitates
primitives that are both secure and efficient to implement. Designing separate, highly
optimized primitives for hashing, encryption, and authentication across all platforms is often
impractical and economically inefficient. A single permutation capable of supporting multiple
cryptographic functionalities, such as hashing, encryption, authenticated encryption (AEAD),
and pseudorandom number generation (PRNG), through various constructions (e.g., Sponge,
Duplex, and Farfalle) [5, 20–22], offers a compelling alternative. This “build once, deploy
many” approach reduces implementation footprint, simplifies integration, and accelerates
deployment across heterogeneous environments, directly addressing challenges related to
performance, resource constraints, and maintainability.

1.6. Scope and Organization of This Survey
This paper aims to provide a comprehensive survey of permutation-based cryptography, going
beyond formal descriptions to explore the underlying principles, design methodologies, and
real-world instantiations. The primary focus is on permutations with state sizes of 256 bits
or more, which are increasingly relevant for achieving higher security levels (e.g., 128-bit or
256-bit security in the post-quantum context) and for efficiently processing large data blocks.
This includes investigating how to achieve full diffusion over large states and the inherent
complexity of balancing security and performance [55, 148].

Although permutations such as Ascon-p [59] (320-bit) and Xoodoo/Gimli [19, 50]
are significantly larger than traditional AES-128 block ciphers, they are still considered
“lightweight” when compared to Keccak-f [23]. This observation illustrates that “large”
does not merely refer to bit-size expansion but also to optimization for large yet constrained
deployment contexts. It implies distinct design trade-offs, such as the use of simpler S-boxes
or linear layers for large lightweight permutations, and highlights ongoing research aimed at
striking an optimal balance across different application domains.

A central part of this survey is a comparative analysis of notable permutation-based
primitives, including Ascon, Gimli, Xoodyak, Keccak/SHA-3, and BLAKE2/BLAKE3. The
analysis covers their design rationale, performance characteristics, and cryptanalytic results,
including recent attacks and their limitations, while also identifying open research challenges
and future directions. Cryptanalysis is not merely about breaking designs; it is an essential
component of the design lifecycle. Attacks often lead to improvements, new versions, or the
retirement of weak designs, underscoring the iterative nature of cryptographic research in
which the strength of a primitive is continually refined through adversarial analysis.

1.7. Cryptographic Permutations as Building Blocks
At its core, a cryptographic permutation is a bijective mapping that transforms a fixed-size
input block into an output block of the same size, with the goal of being indistinguishable
from a random permutation [172]. Unlike traditional block ciphers, which are keyed
pseudorandom permutations (PRPs) [172], many modern permutation-based primitives—
such as Keccak and Ascon—employ unkeyed, public permutations. The security of the
overall scheme then depends on how this public permutation is integrated into a higher-level
construction, such as Sponge, Duplex, or Farfalle [5, 20–22].

This building-block approach simplifies the design and analysis of complex symmetric
cryptographic systems. Rather than designing separate algorithms for hashing, encryption,
and authentication, a single well-vetted permutation can support all these functionalities
through integration into different modes of operation. This provides a unified cryptographic
backbone. The shift from keyed PRPs (block ciphers) to public unkeyed permutations
represents a fundamental conceptual departure from traditional symmetric cryptography. By
removing the key schedule from the permutation itself, the core primitive can be simpler
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Table 1.1. Overview of Permutation-Based Cryptographic Structures and Cryptographic Permutations

Authors Applications Construction Permutation
Size

Main Contribution Year

Bertoni et al. [21] Hash functions, MACs,
stream ciphers

Sponge Generic n-bit Proposed the Sponge construction, a finite-state structure, and
showed that a random sponge can only be distinguished from
a random oracle due to internal collisions. Analyzed attack
success probabilities and advocated Sponge-based designs for hash
functions, MACs, and stream ciphers.

2007

Bertoni et al. [?] AEAD, hashing, random
number generation

Sponge, Duplex Generic n-bit Introduced the Duplex construction, closely related to Sponge,
enabling authenticated encryption with one permutation call per
block and supporting key wrapping. First mode directly based on
permutations rather than block ciphers.

2011

Daemen et al. [24] Hashing, MACs, stream
cipher, PRNG

Sponge, Duplex 1600-bit Proposed KECCAK, the winner of the NIST SHA-3 competition.
Introduced the Keccak-f family (200, 400, 800, 1600 bits) and
demonstrated versatile use via Sponge and Duplex constructions.

2012

Mouha et al. [150] MAC Even–Mansour 128-bit Proposed CHASKEY, a lightweight ARX-based MAC for 32-bit
microcontrollers, achieving 128-bit security and outperforming
AES-CMAC on ARM Cortex-M platforms. Based on provable
Even–Mansour security.

2014

Bertoni et al. [20] PRF, MAC, encryption,
AEAD

Farfalle Generic n-bit Proposed Farfalle, a highly parallel permutation-based PRF
structure. Introduced KRAVATTE, using Keccak-p[1600], with
security claims against classical and quantum adversaries.

2016

Bernstein et al. [19] Block cipher, hashing,
stream cipher, AEAD,
MAC

Farfalle, Sponge,
Duplex

384-bit Introduced GIMLI, a 384-bit permutation optimized for diverse
platforms including CPUs, microcontrollers, FPGA, and ASICs,
with emphasis on performance and side-channel resistance.

2017

Daemen et al. [50] PRF, encryption, AEAD,
MAC

Farfalle 384-bit Proposed XOODOO, a compact permutation inspired by Keccak-p,
operating on three 128-bit planes and designed for efficiency on
low-end processors.

2018

Daemen et al. [52] Hashing, MAC, stream
cipher, AEAD

Duplex 257-bit Introduced SUBTERRANEAN 2.0, a permutation-based suite target-
ing resource-constrained and low-power hardware environments.

2020

Dobraunig et al. [59] AEAD, hashing, PRF Duplex 320-bit Proposed ASCON, selected as the primary lightweight AEAD in the
CAESAR competition. Also introduced Ascon-Hash and Ascon-
XOF.

2021

Fuchs et al. [69] MAC, stream cipher,
hashing

Farfalle, Pelican-
MAC

n-bit Generalized Farfalle compression layers to study universality
and differential probabilities, showing the superiority of parallel
compression over serial designs.

2022

Norica et al. [10] AEAD Deck-based n-bit Introduced deck functions and several AE modes (Deck-PLAIN,
BO, BOREE, JAMBO, JAMBOREE), enabling incremental and
analyzable symmetric constructions.

2022

Gunsing et al. [83] Wide-block cipher
modes, keyed hashing

Farfalle-WBC n-bit Proposed Double-Decker and Docked-Double-Decker wide-block
modes, enhancing security for in-place updates and constrained-
memory systems.

2022

Lefevre et al. [125] PRF, stream cipher Kirby Generic n-bit Proposed Kirby, a VIL-PRF with strong provable bounds, especially
efficient for small permutations (e.g., n = 256), and robust against
state leakage.

2023

Ghosh et al. [73] Hashing Farfalle, parallel 128-bit Introduced Multimixer-128, a highly parallel keyed hash optimized
for SIMD architectures such as AVX2, SSE, and NEON.

2023

Ghosh et al. [74] Hashing Farfalle, parallel 156-bit Proposed Multimixer-156, enhancing security over Multimixer-128
using 32-bit multiplication and rotations.

2023

El Hirch et al. [64] Block cipher, hashing,
AEAD

Even–Mansour,
Farfalle

320-bit Introduced the GASTON permutation with improved differential and
linear trail bounds compared to Ascon.

2023

Belkheyar et al. [14] Block cipher Even–Mansour 256, 512-bit Introduced Sonic and SuperSonic, low-latency permutation-based
designs for high-throughput environments such as SSDs and
DRAM encryption.

2023

Daemen et al. [49] Authenticated encryption Deck-BO, SHA-3
based

1600-bit Proposed AE schemes combining SHAKE and TurboSHAKE with
Deck-BO, supporting partial decryption and committing properties.

2024

Müller [152] AEAD Sponge 1600-bit Proposed ASCON-KECCAK AEAD schemes using Keccak
permutations, achieving up to 512-bit classical and 256-bit quantum
security.

2024

Parisa et al. [3] Tweakable block cipher,
AEAD

Double-Decker 512-bit Introduced MYSTRIUM, a tweakable wide-block cipher optimized
for low-end processors using a custom 512-bit permutation.

2024

Lei et al. [127] Block cipher, AEAD,
hashing

Farfalle, Duplex 320-bit Introduced improved Gaston variants using Symmetric Dual Parity
Shuffle (STCPM) to enhance differential and linear resistance.

2024

Parisa et al. [4] PRF, encryption, hash-
ing, MAC

Kirby 257-bit Proposed KOALA, a low-latency ASIC-oriented PRF based on the
Kirby structure and a new permutation Koala-P.

2024

Lefevre et al. [126] PRF, encryption, hash-
ing, MAC

Full-state keyed
Sponge

n-bit Introduced MacaKey, enabling full-state absorption and squeezing
while preserving provable security bounds.

2025

and potentially faster, while complexity and security are delegated to the mode of operation,
enabling more flexible and provably secure multi-purpose designs.

The remainder of this paper is organized as follows. Section 2 introduces the fundamental
concepts and formal definitions related to cryptographic permutations. Section 3 describes the
primary permutation-based constructions, including the Sponge and its variants, the Duplex
construction, and the Farfalle framework, and provides a detailed comparison highlighting
their structural characteristics and implementation properties. Section 4 examines the core
design components of cryptographic permutations, with particular attention to nonlinear
and linear layers, common permutation construction strategies, and essential design criteria
for large-state permutations. Section 5 presents an overview of prominent cryptographic
permutations and their applications in authenticated encryption, hashing, and pseudorandom
number generation, accompanied by a comprehensive comparative table summarizing
technical features and design contributions. Finally, Section 6 concludes the paper by
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Fig. 2.1. Cryptographic permutations and their applications in symmetric cryptography

summarizing the main findings and outlining open research directions in permutation-based
cryptography.

2. BACKGROUNDS

2.1. Definition and Properties of Cryptographic Permutations
A cryptographic permutation is formally defined as a bijective function, meaning it is both
injective and surjective, that maps a finite set onto itself. In cryptographic contexts, the
term typically refers to a function F : {0, 1}n → {0, 1}n that is efficiently invertible and
computationally indistinguishable from a random permutation [172]. For a cryptographic
permutation, efficient invertibility is generally required, particularly in the context of block
ciphers (i.e., keyed permutations), where the decryption function is defined as the inverse of
the encryption function [172]. In conventional block cipher design, the encryption function
EK : {0, 1}n → {0, 1}n is constructed as a permutation over the set of 2n possible n-bit
inputs.

A cryptographic primitive is said to be pseudorandom if its output cannot be efficiently
distinguished from that of a truly random function of the same size [172]. A pseudorandom
permutation (PRP) refers to a function that is computationally indistinguishable from a
random permutation under realistic adversarial effort [172]. Traditional block ciphers are
typically modeled as PRPs [172]. A pseudorandom function (PRF), in contrast, is one that
cannot be distinguished from a random function [172].

This property serves as a fundamental security notion for both PRFs and PRPs. A
cryptographic scheme is considered secure if no probabilistic polynomial-time adversary can
distinguish its output from that of an ideal (i.e., random) scheme [172]. A key result that
formalizes the relationship between the indistinguishability of random functions and random
permutations is the well-known PRP/PRF Switching Lemma [15]. This lemma states that
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a secure PRF over a sufficiently large domain (e.g., λ-bit input/output) is indistinguishable
from a secure PRP with the same block size λ [172]. As a consequence, for large domains,
the practical difference in distinguishability between PRFs and PRPs becomes negligible.

While a permutation is mathematically defined as a bijective function, in cryptographic
settings the term “permutation” may refer to both keyed functions (e.g., PRPs, such as
block ciphers) and unkeyed public permutations (e.g., Keccak-f ). Security notions such as
pseudorandomness and indistinguishability are then interpreted according to the specific
context. The switching lemma [15, 172] effectively blurs the distinction between PRFs and
PRPs in large domains, suggesting that the invertibility aspect of permutations is often less
critical in security proofs than their pseudorandom behavior. This distinction is essential when
interpreting claims about permutation-based cryptography: it must be clarified whether a
design refers to a PRP (where the key induces the permutation) or a public permutation (where
security is derived from the mode of operation). This directly impacts how provable security
arguments are structured and what assumptions are placed on the underlying primitive.

When used in appropriate constructions, a function is said to be collision resistant if
it is computationally infeasible to find two distinct inputs that yield the same output [45].
For hash functions built using the Sponge construction, collision resistance is typically
limited to c/2 bits, where c denotes the capacity [25, 157]. Security in this case stems from
the pseudorandom properties of the internal permutation used in the Sponge [21, 26]. The
collapsing property, a stronger notion particularly relevant in the post-quantum setting, has
been shown to hold for the Sponge construction under suitable assumptions on the underlying
primitive (e.g., an ideal random function or an unkeyed random permutation) [193].

A consistent finding in the literature is that the capacity parameter c is the main
determinant of security in Sponge-based constructions, particularly in relation to collision
and preimage resistance [157]. The capacity serves not merely as a parameter, but as a control
knob that quantitatively connects the width b of the permutation to the desired security level of
the hash function. This enables designers to make explicit trade-offs between efficiency (i.e.,
rate r = b− c) and security, which is particularly important in lightweight cryptography and
in adapting to future quantum threats (e.g., doubling the capacity to resist Grover’s algorithm).

2.2. Multi-Purpose Primitives
The key appeal of permutation-based cryptography lies in its ability to derive multiple
symmetric cryptographic functionalities from a single, well-designed permutation [5, 20–
22]. This stands in contrast to traditional approaches, which typically require chaining
distinct primitives—such as pairing a stream cipher with a separate message authentication
code (MAC) to provide authenticated encryption. This flexibility simplifies the design
of cryptographic systems, reduces implementation overhead, and potentially streamlines
security analysis, as the core security properties are concentrated in a single underlying
function and an overarching structural framework. The primary structural frameworks that
enable this multi-purpose capability are the Sponge construction and its variants, the Duplex
construction and its extensions, and the Farfalle construction.

2.2.1. The Sponge Construction and Its Variants The Sponge construction [21, 28] is a
foundational mode of operation that builds a function with variable-length input and arbitrary-
length output from a fixed-length permutation. It operates in two distinct phases: absorption,
where input blocks are XORed into a b-bit state (interleaved with applications of the core
permutation f ), and squeezing, where output blocks are extracted from the r-bit portion of
the state (again interleaved with f ). The Keccak/SHA-3 family [24] is the most prominent
example of a cryptographic hash function based on this construction.

Donkey Sponge [27] is a variant of the original Sponge design, specifically tailored for
MAC construction. It uses the full internal state during both initialization and absorption
phases, allowing for reduced round counts while maintaining security.
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Fig. 2.2. Sponge construction [27]

Fig. 2.3. Donkey Sponge construction [27]

2.2.2. The Duplex Construction and Its Variants The Duplex construction [?,27] extends the
Sponge design by enabling alternating input and output processing, effectively supporting two
data flows. It is particularly suited for building authenticated encryption with associated data
(AEAD) schemes and seeded pseudorandom number generators (PRNGs). A representative
instance of this structure is Ascon [59], a lightweight AEAD algorithm based on a Duplex-
like mode.

Monkey Duplex [?, 27] is another variant designed for efficient authenticated encryption
and keystream generation, offering round reduction in the underlying permutation calls. Full-
State Keyed Duplex (FSKD) [53] is a generalization of keyed Duplex [27] intended to enable
flexible multi-purpose designs with enhanced security levels. FSKD allows the use of the
full state for both absorption and squeezing, including key material, thereby strengthening
resistance against side-channel and distinguishing attacks.

2.2.3. The Farfalle Construction The Farfalle construction [20] is a permutation-based
framework specifically designed for building pseudorandom functions (PRFs) with explicit
support for parallelism. It features distinct compression and expansion layers, each involving
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Fig. 2.4. Duplex construction [27]

Fig. 2.5. Monkey Duplex construction [27]

parallel applications of a base permutation, accompanied by rolling functions (often LFSR-
based) that generate input and output masks. Farfalle is highly versatile, supporting a wide
range of use cases, including MACs, stream ciphers, key derivation functions (KDFs),
and authenticated encryption with associated data (AEAD). A notable instantiation of this
construction is Kravatte [51].

The “hermetic sponge strategy” [29, 38] advocates for designing the core permutation
f to resist structural distinguishers—i.e., ensuring it behaves as closely as possible to an
ideal random permutation. When this property is combined with provably secure modes
(e.g., Sponge and Duplex being as secure as ideal oracles under suitable assumptions) [29], it
leads to the following principle: a strong permutation yields strong primitives. This strategy
significantly simplifies the trust model: rather than separately analyzing the security of a hash
function, AEAD scheme, or PRNG, one primarily needs to trust the underlying permutation
and the proven security of the composition framework. This philosophy strongly supports
wide adoption and standardization, as exemplified by the Keccak/SHA-3 family.

While Sponge and Duplex constructions [29] are inherently sequential, Farfalle [20] is
explicitly designed for parallel execution. This architectural shift is not merely a design
detail—it directly responds to the capabilities of modern hardware (e.g., SIMD instructions
and multi-core processors) [66]. The evolution from fully sequential constructions to
parallel-friendly ones reflects the growing importance of hardware parallelism in achieving
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Fig. 2.6. Farfalle construction [20]

high performance. This trend suggests that future permutation-based designs are likely to
increasingly prioritize parallelizability, possibly resulting in hybrid frameworks that combine
the advantages of both sequential and parallel structures.

2.3. Common Permutation Design Paradigms
Several high-level design paradigms have been widely adopted for constructing cryptographic
permutations:

• Iterated Ciphers. Permutations are typically constructed as iterated structures, where a
fixed number of rounds are applied [121]. Each round is parameterized either by a round
constant (in public permutations) or a round key (in block ciphers) [43].

• Substitution–Permutation Networks (SPNs). In SPN-based designs, the plaintext and
key are processed through alternating layers of nonlinear substitution (via S-boxes) and
linear diffusion (often referred to as P-boxes or linear layers) [43]. Prominent examples
include AES and Keccak-p, which utilize this structure to achieve both confusion and
diffusion.

• Feistel Networks. The input block is split into two halves, and a round function—not
necessarily invertible—is applied to one half and XORed with the other. The halves are
then swapped at each round [43]. Classical ciphers such as DES and Blowfish follow
this approach.

• ARX Designs (Addition–Rotation–XOR). Round functions are constructed solely
from modular addition, bitwise rotation, and XOR operations, providing good software
efficiency and resistance to timing attacks [65]. Notable ARX-based constructions
include ChaCha20 and BLAKE [43].

• Lai–Massey Schemes. Similar to Feistel networks, the Lai–Massey scheme [76, 178]
achieves security without requiring invertible round functions and is employed in
ciphers such as IDEA.

The continued use of SPN and ARX structures in modern designs such as Keccak-
p [24] and BLAKE [7] demonstrates the robustness and longevity of these foundational

Copyright © 2026 ASSA. Adv Syst Sci Appl (2026)



118 L. H. DINH, L. T. THI, L. N. VAN

strategies. Rather than being rendered obsolete, these paradigms have been adapted and
scaled to meet modern cryptographic requirements, including large state sizes and higher
performance targets. This suggests that future large-state permutations will likely continue
to build upon well-understood paradigms, focusing on optimizing components (e.g., S-boxes
and linear layers) and round functions rather than inventing entirely new top-level models.
The evolution of permutation design is thus often characterized by incremental refinements
of proven concepts rather than radical departures from established frameworks.

2.4. Design Advantages
Simplified Security Analysis By consolidating multiple symmetric cryptographic function-
alities around a single, well-defined permutation, security analysis can be significantly
streamlined and more tightly scoped. Provable security arguments can often be established
for general frameworks (e.g., the Sponge construction under the assumption of a random
oracle as the underlying function) [5,20–22]. This modular approach enables cryptanalysts to
focus their efforts on analyzing the permutation itself, with findings subsequently extended
to various operational modes and functionalities.

Hardware and Software Optimization Cryptographic permutations are typically constructed
from simple bitwise operations (such as XOR, AND, NOT, and bit rotations), which are
highly amenable to efficient implementation across a wide range of platforms, from low-
end 8-bit microcontrollers to modern 64-bit CPUs with SIMD capabilities. These operations
can be optimized for low area and low power consumption in hardware (e.g., Ascon for IoT
devices) [59, 191], or for high throughput in software, while avoiding expensive instructions
such as lookup tables, which are often vulnerable to cache-timing attacks [168].

Since permutations are built using only bitwise instructions, they are not only fast and
compact, but also inherently more resilient to side-channel attacks, particularly timing-
based attacks, as they avoid data-dependent memory accesses. This presents a critical
advantage in embedded and IoT environments, where secure implementations remain a
practical challenge [68, 75, 81]. Such a design philosophy—favoring internal simplicity—
serves a dual purpose: enabling efficient performance across both constrained and high-end
platforms, while also offering a fundamental level of resistance against implementation-
level attacks. This positions permutation-based primitives as strong candidates for secure-
by-design deployments in sensitive environments.

Enhanced Quantum Resistance Compared to Traditional Block-Cipher-Based Primitives
While symmetric cryptography is generally considered more quantum-resistant than public-
key cryptography—due to Grover’s algorithm providing only a quadratic speed-up for
exhaustive key search, thus requiring a doubling of the key or state size to maintain
classical security levels [78, 105, 141, 176]—block-cipher-based constructions often suffer
from structural inefficiencies, complex key schedules, and difficulties in achieving tight
security proofs under quantum adversaries [?, 5].

In contrast, permutation-based designs offer several advantages. Their inherent flexibility
allows for straightforward increases in state size to accommodate higher levels of post-
quantum security (e.g., Keccak-f configurations enabling 256-bit quantum security) [?]. The
threat of “harvest now, decrypt later” [162, 181] underscores the need for robust primitives
that remain secure even when classical data collected today may be attacked by quantum
computers in the future [188]. Permutation-based PRFs are already being analyzed in this
context, highlighting potential vulnerabilities when adversaries are equipped with quantum
resources.

While classical attacks (e.g., differential [33] and linear [144]) are well understood, the
advent of quantum computing—particularly algorithms such as Grover’s and Simon’s [78,
105, 141, 176]—introduces new dimensions in the analysis of symmetric primitives. Simply
doubling classical security levels may prove insufficient if quantum algorithms can exploit
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structural properties (e.g., Simon’s algorithm applied to periodic functions). As a result,
the design focus is shifting from merely enlarging key sizes to explicitly addressing
quantum attack models. Permutation-based designs, by virtue of their scalable state sizes
and configurable round functions, are well suited to adapt to evolving post-quantum security
requirements, whether by enlarging capacity or state sizes or by modifying internal structures
to resist specific quantum attacks.

2.5. The Sponge Construction and Its Variants
The Sponge construction [21, 29], introduced by Bertoni et al., is a permutation-based
framework originally proposed for the design of secure, quantum-resistant hash functions.
It operates on an internal state of fixed size b bits, which is partitioned into a rate part r
and a capacity part c, such that b = r + c. The construction proceeds in two main phases:
absorption and squeezing.

In the absorption phase, the input message is first padded and divided into blocks of r
bits. Each block is XORed into the r-bit portion of the internal state, interleaved with the
application of a fixed permutation f over the full b-bit state. This process continues until all
input blocks have been absorbed. Once absorption is complete, the squeezing phase begins.
In this phase, r-bit output blocks are extracted from the rate portion of the state, again
interleaved with applications of the permutation f . The output process continues until the
desired number of bits has been produced. Notably, the c-bit capacity portion is never directly
exposed to either input or output, serving as a security buffer that protects the internal state
from information leakage.

The Sponge framework is a generalized construction for hash functions that can process
inputs of arbitrary length and produce outputs of arbitrary length, commonly referred to
as extendable-output functions (XOFs). This flexibility enables its use in a wide range of
symmetric cryptographic functionalities, including stream ciphers, message authentication
codes (MACs), pseudorandom number generators (PRNGs), and key derivation functions
(KDFs). The most prominent instantiation of the Sponge construction is Keccak, which was
selected as the winner of the NIST SHA-3 competition and subsequently standardized [23,
25]. Keccak employs a 1600-bit permutation, denoted Keccak-f , iterated for 24 rounds,
and underlies the SHA-3 family, including SHA3, SHAKE128, and SHAKE256. In these
constructions, security is primarily determined by the capacity c, with classical collision
resistance of approximately c/2 bits. For example, SHAKE128 and SHAKE256 [107] are
XOFs based on Keccak-f that allow outputs of arbitrary length.

The security bounds of Sponge-based functions are directly linked to the capacity c [21].
Under classical adversarial models, collision resistance is approximately c/2. However, in
the presence of quantum adversaries (e.g., those employing Grover’s algorithm), the effective
security may be reduced [45, 104, 193]. Consequently, achieving a target quantum security
level requires a significantly larger capacity, and therefore a larger overall permutation state.
This observation leads to an important design implication for future permutation-based
primitives in the post-quantum era: to maintain desired security levels against quantum-
capable adversaries, the state size of the underlying permutation—and hence the capacity
of the Sponge construction—must be substantially increased. This requirement has driven
growing interest in the design of large-state permutations as fundamental building blocks for
next-generation cryptographic systems.

2.6. The Duplex Construction and Its Variants
The Duplex construction [22, 23, 25] is a variant of the Sponge framework that enables
the interleaving of input and output operations. Functionally, it realizes two concurrent
streams of the Sponge structure, making it particularly well suited for applications requiring
authenticated encryption with associated data (AEAD) and pseudorandom number generation
(PRNG). One notable instantiation is Ascon, the winning algorithm of the NIST Lightweight
Cryptography (LWC) competition [59, 191], which employs the Duplex mode in its AEAD
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scheme, Ascon-AEAD-128. The construction is built on a 320-bit permutation, Ascon-p,
optimized for lightweight implementation. Another prominent example is Xoodyak, which
utilizes a Duplex-based mode known as Cyclist to support AEAD, hashing, and PRNG
functionalities, leveraging the 384-bit Xoodoo permutation [47].

While the Sponge construction offers significant flexibility in terms of variable-length
input and output [29], its inherently sequential nature can limit performance on architectures
that support high degrees of parallelism. The Duplex construction [22] addresses some of
the state-handling demands in these contexts; however, it also operates sequentially, which
can introduce performance bottlenecks in throughput-critical applications. This observation
reveals a fundamental design trade-off: the elegance and compactness of relying on a single
permutation for multiple cryptographic functionalities versus the need to optimize for specific
performance characteristics.

Several variants of the Duplex construction have been proposed to address these
limitations. For example, the Donkey Sponge [29] employs full-state processing to construct
fast and secure message authentication codes (MACs). The Monkey Duplex [147] modifies
the Duplex scheduling to reduce the number of permutation rounds per call, making it
particularly suitable for streaming and key derivation settings.

Although the basic Sponge framework remains a powerful and general-purpose structure,
its specialized variants and alternative parallel architectures, such as Farfalle [20], have been
introduced to overcome specific throughput bottlenecks. These developments highlight the
inherent challenge of designing a single “ideal” permutation capable of efficiently supporting
all cryptographic use cases. As a result, a growing ecosystem of tailored permutations and
structural frameworks has emerged, each optimized for distinct security and performance
requirements.

2.7. The Farfalle Construction
The Farfalle construction [20], introduced by Bertoni et al., is a permutation-based framework
designed to achieve high parallelism, offering significant performance advantages over
inherently sequential designs such as Sponge and Duplex. Farfalle is structured to build
pseudorandom functions (PRFs) while explicitly enabling efficient parallel execution [29].

The construction consists of three main stages: initialization, compression, and expansion.
Both the compression and expansion phases involve parallel applications of the underlying
permutation. Input and output masks are generated using rolling functions, typically based
on linear feedback shift registers (LFSRs), which also contribute to state updates during the
expansion phase, thereby enhancing diffusion and permutation of the data. A key feature
of the design is its incrementality: common input prefixes can be eliminated during the
compression stage, leading to improved efficiency in practical applications.

One of the primary strengths of Farfalle is its inherent parallelizability, which makes
it particularly well suited for modern processors equipped with SIMD units or multi-core
architectures. Once the corresponding input masks have been generated, permutation calls
can be executed independently and in parallel. Unlike Duplex or traditional block-cipher-
based modes, Farfalle imposes fewer structural constraints on the underlying permutation,
potentially allowing the use of a reduced number of rounds. This flexibility enables
support for a broad range of symmetric cryptographic functionalities, including message
authentication codes (MACs), stream ciphers, key derivation functions (KDFs), authenticated
encryption with associated data (AEAD), and pseudorandom number generation.

A prominent instantiation of the Farfalle construction is Kravatte, which is built on top of
KECCAK-p permutations. In response to subsequent cryptanalysis, the design was revised
to increase the number of rounds in all four permutation instances and to replace the original
linear rolling function in the expansion layer with a nonlinear alternative in order to mitigate
structural attacks [31]. This evolution highlights the responsiveness of the Farfalle framework
to cryptanalytic findings and underscores the importance of continuous security evaluation
throughout the design lifecycle.
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In contrast to the inherently sequential nature of Sponge and Duplex, Farfalle was
designed from the outset to support parallel execution, reflecting a forward-looking design
philosophy that anticipates the trajectory of modern computing architectures. A key
performance–security trade-off is exploited: the underlying permutation can be instantiated
with fewer rounds because the adversary never obtains simultaneous access to both the
input and output of any individual permutation call. This insight enables more efficient
constructions while preserving strong security guarantees.

The revision of Kravatte [31], prompted by timely third-party cryptanalysis—
including block-based attacks and analyses targeting the expansion layer—illustrates how
cryptographic research actively shapes the evolution of emerging primitives. The transition
from linear to nonlinear rolling functions represents not merely an implementation change
but a broader shift in design philosophy. It emphasizes that even carefully structured
designs may harbor unforeseen weaknesses and that independent, rigorous cryptanalysis
is essential for strengthening cryptographic constructions. Overall, Farfalle represents a
significant evolutionary step in permutation-based cryptography, addressing the throughput
limitations of earlier designs and charting a path toward future frameworks optimized for
parallel processing. The structure also raises intriguing questions regarding new proof models
in which adversaries are granted only partial access to permutation inputs or outputs, thereby
enabling reduced-round constructions without compromising overall security.

2.8. Towards Extendable-Output Function (XOF) Constructions
All of the previously discussed constructions ultimately aim to leverage a fixed-size
permutation to produce outputs of arbitrary length. An extendable-output function (XOF) is a
cryptographic primitive that allows an arbitrary amount of output to be generated from a fixed
input [?, 165,190]. Within Sponge-based designs, the permutation plays a central role during
the expansion phase, where it is repeatedly applied to the internal state while output bits are
iteratively extracted. This property makes XOFs extremely versatile, enabling their use as
building blocks for key derivation functions (KDFs), stream ciphers, message authentication
codes (MACs), and pseudorandom number generators (PRNGs).

SHAKE128 and SHAKE256 are canonical examples of standardized XOFs [157],
introduced as part of the SHA-3 family. These constructions are based on the Keccak-f
permutation [23] and follow the Sponge structure [29]. Unlike their fixed-output SHA-3
counterparts, SHAKE functions employ a distinct domain separator and support continuous
output expansion. Furthermore, cSHAKE, as specified in NIST SP 800-185, introduces
customization strings to prevent output collisions across different applications, thereby
enabling explicit domain separation in a manner conceptually similar to context separation in
HKDF [107].

While the Sponge framework already supports a wide range of symmetric cryptographic
primitives, XOFs further elevate this flexibility by enabling truly unbounded output lengths.
As a result, a single XOF instance can effectively replace multiple specialized primitives,
including KDFs, stream ciphers, and PRNGs. The significance of this capability lies not
only in structural flexibility but also in the simplification of cryptographic system design.
XOFs embody the culmination of the “permutation-as-a-universal-primitive” philosophy,
enabling arbitrary- length pseudorandom bit generation from compact seeds or messages.
This makes XOFs particularly attractive for modern protocols that demand flexible output
lengths, reduced implementation complexity, and streamlined engineering processes.

The existence of cSHAKE, with its use of customization strings, highlights a critical
security consideration for multipurpose permutation-based primitives: domain separation.
Without explicit separation mechanisms, reusing the same underlying permutation across
different applications (e.g., hashing and key derivation) may lead to unintended interactions or
security vulnerabilities. For highly flexible permutation-based designs, domain separation—
achieved through customization strings, distinct padding rules, or separate invocation
parameters—is not optional but essential. It ensures that the cryptographic properties of one
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Table 2.2. Comparison of Major Permutation-Based Cryptographic Structures

Feature Sponge [29] Duplex [29] Farfalle [20] XOF
Operational Principle Absorb–then–squeeze

(sequential)
Interleaved absorption
and squeezing
(sequential)

Parallel compression
and expansion with
rolling/masking

Continuous expansion
(sequential)

Advantages High flexibility (hashing,
XOF, PRNG); provable
security in the random
oracle model; conceptual
simplicity

Stateful applications;
efficient reseeding for
PRNG and AEAD;
security equivalent to
Sponge

High parallelizability;
incremental property;
fewer rounds required;
versatile across modes

Arbitrary-length output;
unified primitive for
KDFs, stream ciphers,
and PRNGs; strong
collision and preimage
resistance

Drawbacks Inherently sequential;
performance bounded by
rate r

Sequential; inherits per-
formance limitations of
Sponge

More complex design
(multiple permutations,
rolling functions); newer
and less cryptanalyzed
than Sponge

Extended output does not
increase security; risks
of related-output issues
without careful domain
separation

Typical Use Cases Hash functions, XOFs AEAD, stateful PRNGs,
MACs

PRFs, MACs, stream
ciphers, AEAD, wide-
block encryption

KDFs, stream ciphers,
PRNGs, hashing

Example Permutations
Used

Keccak-f (SHA-3) [23] Ascon-p (Ascon) [59],
Xoodoo (Xoodyak) [50]

KECCAK-p
(Kravatte) [51]

Keccak-f
(SHAKE) [107]

application do not inadvertently compromise another, thereby reinforcing the robustness of
the “one primitive, many purposes” design paradigm.

3. CORE DESIGN COMPONENTS OF CRYPTOGRAPHIC PERMUTATIONS

3.1. Non-linear Layer
The non-linear layer plays a pivotal role in the design of cryptographic permutations by
providing resistance against a wide range of cryptanalytic techniques. Two primary classes
of non-linear operations are widely employed: substitution boxes (S-boxes) and modular
addition, with several alternative approaches emerging to meet specific architectural or
security requirements.

Substitution Boxes Substitution boxes (S-boxes) [117] are fundamental non-linear
components in symmetric cryptography, essential for introducing confusion in the sense of
Shannon’s definition [202]. An S-box transforms a fixed-size input bit string into a different
output bit string, typically via a bijective mapping. Classical designs such as DES and AES
employ fixed lookup tables, whereas ciphers like Blowfish use key-dependent, dynamically
generated S-boxes [171]. In general, the size of an S-box, denoted as an m× n bit mapping,
plays a crucial role in determining both the efficiency of its implementation and the level of
security it provides [57, 71].

The effectiveness and security of an S-box are determined by a set of well-established
criteria developed in response to known cryptanalytic attacks, including differential [144],
linear [33], and algebraic attacks [120]. Notably, the DES S-boxes were confidentially tuned
to resist differential cryptanalysis prior to the public disclosure of the technique [158],
illustrating the deep interdependency between S-box design and advances in cryptanalysis.
Key design criteria for S-boxes include nonlinearity [119, 144], differential uniformity [33,
119], the strict avalanche criterion (SAC) and bit independence criterion (BIC) [119],
algebraic degree [119, 120], balancedness [119], and multiplicative complexity [119].
Together, these criteria serve as practical guidelines for constructing robust S-boxes.
However, due to the evolving landscape of cryptanalysis, the notion of an “optimal” S-box
remains dynamic and is continually reshaped by the discovery of new attacks and evaluation
metrics.
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Modular Addition Modulo 2n Modular addition modulo 2n is a non-linear operation primarily
employed in ARX (Addition–Rotation–XOR) constructions [65], where nonlinearity arises
from carry propagation, a phenomenon that is inherently non-linear over GF(2) [58]. When
combined with bitwise rotation and XOR, modular addition contributes to both confusion and
diffusion in a lightweight and efficient manner.

ARX-based permutations, such as BLAKE [7], exploit this simplicity to achieve strong
security margins while maintaining high performance across a wide range of platforms.
Their reliance on arithmetic and logical operations enables constant-time implementations,
which are inherently more resilient to timing and cache-based side-channel attacks [110,
128, 129, 168]. As a result, ARX designs are particularly well suited for software-oriented
implementations and post-quantum cryptographic primitives that require larger state sizes
and strong resistance to side-channel attacks [183, 197].

Alternative Non-linear Components Beyond S-boxes and ARX-based operations, a variety
of alternative non-linear mechanisms have been explored. These include non-linear feedback
shift registers (NLFSRs), non-linear Boolean functions, and combinational logic circuits
designed to satisfy specific cryptographic properties. The choice of a non-linear component
must be carefully aligned with the overall security and implementation objectives of the
permutation, as a weak non-linear layer can significantly compromise the robustness of the
entire cryptographic primitive.

3.2. Linear Diffusion Layer
The linear diffusion layer is a fundamental component of cryptographic permutations,
responsible for rapidly spreading local changes across the entire internal state. Effective
diffusion ensures that small differences introduced by the non-linear layer propagate
globally within a few rounds, thereby increasing resistance to differential, linear, and related
cryptanalytic attacks.

MDS Matrices and Their Variants Maximum Distance Separable (MDS) matrices [180]
are linear transformations defined over finite fields that offer optimal diffusion properties.
They are closely related to MDS codes, which achieve the Singleton bound in coding
theory. An MDS matrix provides perfect diffusion, meaning that a change in any k
input components affects at least n− k + 1 output components, where n denotes the total
number of components [179]. This property ensures that local differences in the state
rapidly propagate across the entire state space, significantly increasing the complexity of
cryptanalysis.

A canonical example is the MixColumns transformation [79] in AES, which is instantiated
as a circulant MDS matrix. Each output byte of a column depends on all four input bytes of
that column; after only two rounds, every bit of the state depends on all bits from two rounds
earlier, achieving full diffusion [54].

Despite their strong cryptographic diffusion properties [139], MDS matrices often incur
considerable implementation costs, particularly for large state sizes [88]. It is well known
that a binary matrix (i.e., defined over GF(2)) cannot be MDS unless it has only a single
row or a single column, implying that practical MDS matrices typically operate over larger
finite fields. This characteristic can complicate bit-oriented and lightweight implementations.
As a result, alternative constructions such as near-MDS matrices and circulant MDS
matrices [80,88,89,118,137,174] have been extensively studied to balance diffusion strength
and implementation efficiency.

Column Parity Mixers (CPMs) and Their Variants Column Parity Mixers (CPMs), introduced
by Stoffelen et al. [186], are a class of linear diffusion layers that rely exclusively on XOR
operations and bitwise rotations. They generalize the θ-mixing layer used in Keccak and
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operate naturally on two-dimensional state arrays, making them well suited for both software
and hardware implementations.

Many CPM constructions are based on circulant matrices [115,161], which have a regular
structure in which each row is a cyclic rotation of the preceding one. Such matrices can be
compactly specified by their first row, resulting in minimal storage overhead [90, 134, 140,
151]. Moreover, CPMs derived from circulant matrices can be designed as involutions (i.e.,
self-inverse mappings), which is advantageous for cryptographic permutations that require
efficient inversion.

A limitation of the original CPM design is that its differential and linear branch numbers
are both bounded by 4, regardless of the state size [186, 187]. To overcome this restriction,
several enhanced variants have been proposed. The Twin Column Parity Mixer (TCPM) [64]
improves the differential branch number to 12 while maintaining a linear branch number
of 4. Subsequently, the Symmetric Twin Column Parity Mixer (STCPM) [127] achieves both
differential and linear branch numbers equal to 12, representing a significant improvement in
diffusion strength while preserving the structural simplicity of CPM-based designs.

Other Linear Diffusion Layers Beyond matrix-based constructions, generalized bit
permutations (P-boxes) are widely employed in Substitution–Permutation Networks (SPNs)
to redistribute the output bits of S-boxes across different inputs in subsequent rounds [34,60,
135]. A prominent example is the ShiftRows transformation in AES, which cyclically shifts
the rows of the state matrix. When combined with the MixColumns operation, ShiftRows
plays a crucial role in achieving global diffusion across the internal state.

3.3. Structures for Constructing Cryptographic Permutations
Design of Round Functions Cryptographic permutations are most commonly constructed
as iterated structures, where a simple round function is applied repeatedly for a fixed
number of rounds [112]. Each round function typically combines a non-linear layer (e.g.,
S-boxes or modular addition) with a linear diffusion layer (e.g., matrix multiplications or bit
permutations) in order to achieve full diffusion and strong resistance against cryptanalysis.

Full diffusion refers to the property that every output bit depends on every input
bit, and that a single input-bit modification affects approximately half of the output
bits, a phenomenon known as the avalanche effect [41, 95]. Round constants are
commonly introduced to break structural symmetries and to prevent attacks exploiting round
equivalence, such as slide attacks and invariant subspace attacks [13, 44, 123]. The contrast
between the relatively slow diffusion of Feistel-based structures and the rapid diffusion
achieved by SPN-based designs highlights a central concern in permutation design: the speed
at which local differences propagate across the state [177].

Feistel Networks In the classical Feistel structure, the input block is divided into two equal
halves. In each round, a round function F—which need not be invertible—is applied to one
half, and its output is XORed with the other half, followed by a swap of the two halves.
Generalized Feistel networks extend this concept by partitioning the state into more than two
branches and processing them in various configurations [96, 159].

A key advantage of Feistel networks is that invertibility of the overall permutation is
guaranteed regardless of whether the round function itself is invertible, which simplifies
design and analysis [153]. Decryption can be performed by reversing the order of round
keys and operations. However, Feistel structures typically exhibit slower diffusion than
SPNs, as differences propagate only partially through the state in each round. It is generally
accepted that at least three rounds are required to achieve a secure pseudorandom permutation
(PRP) [172].

Substitution–Permutation Networks (SPNs) Substitution–Permutation Networks (SPNs)
consist of alternating layers of non-linear substitution (via S-boxes) and linear diffusion
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Table 3.3. Overview of Cryptographic Permutation Construction Models

Construction Core Structure Advantages Disadvantages Applications / Examples
Feistel Splits the input block into two halves;

applies a non-invertible round function to
one half, XORs the result with the other
half, then swaps halves.

Round function does not need to be
invertible; simple inversion of the
overall structure.

Slower diffusion compared to SPN;
typically requires more rounds to
achieve full security.

DES, Blowfish

SPN Alternates layers of nonlinear substitu-
tion (S-boxes) and linear diffusion; round
keys are injected via XOR.

Fast diffusion; strong security mar-
gins; relatively easy to analyze.

S-boxes must be invertible for
decryption; may offer less flexibil-
ity than ARX in software-oriented
designs.

AES, Keccak-p (SHA-3), Ascon,
Xoodyak

ARX Uses only modular addition (mod 2n),
fixed bit rotations, and XOR operations.

Simple design; high software effi-
ciency; strong resistance to tim-
ing and cache-based side-channel
attacks.

Security analysis is more complex
due to bit-wise and word-wise
interaction; often requires many
rounds for sufficient diffusion.

ChaCha20,
BLAKE/BLAKE2/BLAKE3,
Speck

Lai–Massey Similar to Feistel but employs a struc-
turally distinct mechanism to ensure
invertibility without requiring the round
function to be reversible.

Round function need not be invert-
ible; strong theoretical foundations.

May be slower than Feistel or
SPN depending on instantiation and
parameter choices.

IDEA

Permutation using CPM Employs Column Parity Mixers (CPMs)
as the linear diffusion layer.

Efficient hardware and software
implementation; can be involutive
(efficient inversion); well suited for
state sizes that are powers of two.

May not achieve optimal diffusion
compared to MDS matrices; less
extensively studied than classical
diffusion layers.

Keccak [23], Ascon [59], Mix-
ifer [186], Gimli [19], Gas-
ton [64]

(via P-boxes or matrix-based transformations), with round keys XORed into the state [77].
This architecture is well known for its rapid diffusion and efficient implementation [34].
SPNs naturally support parallel execution, making them particularly attractive for modern
processors with multiple execution units.

Prominent examples of SPN-based block ciphers include AES (Rijndael) [54] and
Serpent [113]. Many modern cryptographic permutations, such as Keccak-p [25] (the core
of SHA-3) and Ascon-p [59], also follow SPN principles, adhering closely to Shannon’s
concepts of confusion and diffusion.

ARX Structures (Addition–Rotation–XOR) ARX-based designs rely exclusively on modular
addition modulo 2n, fixed bitwise rotations, and XOR operations [65]. This restricted
operation set enables high software performance, as these operations are natively supported
by most general-purpose processors. ARX constructions are also relatively resistant to certain
classes of side-channel attacks, particularly timing-based attacks, due to their constant-time
behavior [110, 128, 129, 168].

The interaction between bit-wise operations (XOR and rotation) and word-wise
operations (addition) introduces complex non-linear behavior, which often complicates
classical differential and linear cryptanalysis [11, 82]. As a result, specialized techniques
such as rotational cryptanalysis are frequently employed against ARX-based schemes [97,
110, 111, 170]. Notable ARX-based primitives include the stream cipher ChaCha20 [17] and
the cryptographic hash function BLAKE [8].

Lai–Massey Structures The Lai–Massey structure [122] is an iterative block cipher design
related to Feistel networks but with round operations that inherently preserve invertibility,
even when the round function itself is not invertible. This property allows for flexible round
function design while maintaining structural simplicity. IDEA [146] is a canonical example
of a cipher employing the Lai–Massey construction.

CPM-Based Structures Although Column Parity Mixers (CPMs) are most commonly
discussed as linear diffusion layers, they can also be interpreted as a design paradigm for
the linear component of SPN-style constructions, particularly in bit-oriented designs [186].
CPM-based structures offer efficient diffusion using only XOR operations and bit
rotations, while retaining straightforward invertibility. These properties make CPMs
especially attractive for cryptographic permutations with power-of-two state widths and for
implementations targeting both software and hardware efficiency.
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3.4. Design Criteria for Large-State Cryptographic Permutations
Security. Large-state permutations must exhibit strong resistance against a broad
spectrum of cryptanalytic techniques, including classical methods such as differential
cryptanalysis [33], linear cryptanalysis [144], higher-order differential attacks [120], and
advanced distinguishers such as zero-sum [40, 205], invariant subspace [13, 44, 123],
side-channel attacks [185, 207], and round-reduced attacks [62, 93]. Recent studies [16,
99, 130, 133, 136, 163, 196, 205] have shown that structural weaknesses in permutations
can be exploited to significantly reduce their effective security margin. Beyond classical
cryptanalysis, the emergence of quantum computing introduces new challenges. Algorithms
such as Grover’s and Simon’s [78, 105, 124, 141, 176] indicate that merely doubling the
classical security level may be insufficient, particularly when the permutation exhibits
exploitable periodicity or algebraic structure (e.g., Simon’s algorithm on cyclic functions).
Consequently, the design of large-state permutations must explicitly consider quantum
security models (Q1 and Q2) and ensure robustness against dedicated quantum attacks.

Performance. Efficiency in both software and hardware implementations is crucial
for large-state permutations. On modern CPUs, design choices should leverage SIMD
(Single Instruction, Multiple Data) instructions and bit-sliced implementations [143, 155]
to enable parallel processing. Cache-friendliness, such as avoiding data-dependent table
lookups, is also essential for minimizing performance degradation [200]. In hardware, design
objectives include minimizing gate count (area), maximizing throughput, and reducing power
consumption—especially for resource-constrained environments such as IoT and RFID
devices [1, 142, 145, 164]. Techniques such as efficient pipelining, loop unrolling, and the
extensive use of simple bitwise operations further contribute to meeting these goals [61,166].

Simplicity. A simple permutation design is easier to implement, verify, and analyze for
security vulnerabilities [5]. Reduced structural complexity lowers the risk of implementation
errors and facilitates independent scrutiny by the cryptographic community. As a result,
simplicity is widely regarded as a desirable and frequently emphasized design objective in
modern permutation-based cryptography [21, 28].

Flexibility. Permutations that support multiple state sizes, tunable parameters (e.g., rate
versus capacity), or variable output lengths are more versatile and adaptable to a wide range
of applications [21, 28]. Such flexibility allows a single permutation core to serve as the
foundation for multiple cryptographic primitives, including hash functions, stream ciphers,
and extendable-output functions (XOFs), while accommodating different security levels and
deployment contexts.

Challenges of Large-State Designs. Designing cryptographic permutations with large
internal states introduces several fundamental challenges:

1. Ensuring full diffusion over large state spaces. As the state size increases (e.g., beyond
256 or even 1024 bits), it becomes increasingly difficult to guarantee that a single-bit
modification in the input propagates to all output bits within a reasonable number of
rounds [148].

2. Balancing security and performance. Although larger states can provide higher
theoretical security margins, they often incur non-negligible performance penalties.
Determining an appropriate number of rounds and selecting efficient round components
that jointly satisfy security and performance requirements remains a persistent design
challenge [56, 169, 173].

3. Scalability of security analysis. Comprehensive cryptanalysis of large-state permuta-
tions is computationally demanding. While automated tools such as MILP or SAT
solvers are increasingly employed, they still face scalability limitations when analyzing
large permutations across the full spectrum of known attack vectors.

This table provides a structured framework for evaluating and designing large-state
cryptographic permutations. It highlights the inherent multi-objective optimization problem
faced by designers, as well as the trade-offs involved among security, performance, simplicity,
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Table 3.4. Design Criteria and Key Challenges for Large-State Cryptographic Permutations

Criterion Description Challenges for Large Sizes
Security Resistance against cryptanalytic attacks, includ-

ing differential, linear, higher-order, zero-sum,
and invariant subspace attacks; sufficient num-
ber of rounds for provable security.

Ensuring full diffusion over large state spaces;
increased complexity of cryptanalysis; resistance
against quantum attacks (e.g., Grover’s and Simon’s
algorithms).

Performance Optimization for software (SIMD utilization,
cache efficiency) and hardware (area, through-
put, power consumption).

Balancing security and performance; achieving
efficiency across diverse architectures (CPU, GPU,
FPGA, ASIC).

Simplicity Ease of implementation, verification, and
cryptographic analysis.

Maintaining structural simplicity while achieving
high levels of security and performance.

Flexibility Support for multiple state sizes, tunable
parameters, or diverse application domains.

Designing parameterizable structures without com-
promising security or performance guarantees.

Full Diffusion Ensures that every input bit influences every
output bit after a bounded number of rounds.

Achieving fast and complete diffusion over very
large internal state spaces.

Quantum Resistance Capability to withstand adversaries equipped
with quantum algorithms (e.g., Grover’s and
Simon’s).

Requires larger state or key sizes; structural designs
must explicitly resist quantum attack models.

flexibility, and quantum resistance. As such, it serves as a useful reference for both researchers
and practitioners working in the area of permutation-based cryptography.

4. NOTABLE CRYPTOGRAPHIC PERMUTATIONS AND APPLICATIONS

4.1. Authenticated Encryption (AEAD)
The Ascon encryption algorithm, proposed by Dobraunig et al. [59, 191], was selected
as the winner of the NIST Lightweight Cryptography (LWC) standardization process in
2023. Ascon is a lightweight permutation-based primitive designed for resource-constrained
environments such as IoT devices and embedded systems. It employs a 320-bit SPN-style
permutation, denoted Ascon-p. The round transformation consists of round constant addition,
a 5-bit bit-sliced S-box applied 64 times in parallel, and a linear diffusion layer. Ascon adopts
a Duplex-based mode of operation to support AEAD (Ascon-AEAD128), hashing (Ascon-
Hash256), and extendable-output functions (Ascon-XOF128), providing a claimed security
level of 128 bits. While Ascon is considered robust, cryptanalytic research continues to
examine its security margin. Recent studies report improved key-recovery attacks on reduced-
round variants (up to 7–9 rounds) using block collision and differential-linear techniques;
however, these attacks do not affect the full 12-round version. Side-channel resistance of
Ascon [106] also remains an active research topic.

Gimli, proposed by Bernstein et al. [19], is a 384-bit cryptographic permutation designed
to achieve high performance across a wide range of platforms, including 8-bit AVR
microcontrollers, 64-bit Intel/AMD CPUs, as well as FPGA and ASIC implementations,
while maintaining strong security guarantees. As a second-round candidate in the NIST
LWC competition, Gimli employs a 384-bit state organized as a 3× 4 matrix of 32-bit
words and operates over 24 rounds. Its round function combines SPN and ARX principles,
using bitwise rotations, XOR operations, and a non-linear Boolean operation of the form
y ∧ z. Additional diffusion is achieved through Small-Swap and Big-Swap operations applied
every four rounds. Cryptanalytic results include distinguishers against full-round Gimli with
complexity up to 264, as well as collision attacks on reduced-round Gimli-Hash (up to 12
classical and 14 quantum rounds), and state or key-recovery attacks on Gimli-AEAD (up to
9–12 rounds). These analyses delineate the security margin but do not threaten the full-round
construction.

Xoodyak, introduced by Daemen et al. [47, 48], is a flexible permutation-based
cryptographic primitive that combines the 384-bit Xoodoo permutation with a mode
of operation known as Cyclist. It supports hashing, encryption, MAC, and AEAD
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functionalities, with a claimed security level of 128 bits. As a finalist in the NIST LWC
competition [192], Xoodoo is a compact SPN-inspired permutation derived from Keccak-
p, optimized for efficient implementation on low-end processors. It operates on a state of
twelve 32-bit words over 12 rounds. The Cyclist framework, which is based on the Duplex
construction, incorporates mechanisms intended to enhance resistance against side-channel
attacks. Cryptanalysis efforts [63,70,132,194] have investigated preimage attacks on reduced-
round Xoodyak-XOF (up to three rounds), block-level attacks on six-round initializations,
and higher-order differential-linear attacks on five-round Xoodyak initializations [99]. These
results confirm the existence of a security margin but do not compromise the full construction.
Ongoing research also explores high-probability differential trails for potential collision
attacks [206].

The NIST LWC standardization process [59, 191] has significantly accelerated the
development and adoption of permutation-based AEAD schemes such as Ascon, Gimli, and
Xoodyak. Beyond standard selection, this process has effectively validated the permutation-
based design paradigm. NIST’s endorsement of Ascon as the primary standard provides
strong affirmation for permutation-based AEAD, particularly in resource-constrained
environments, and is likely to encourage broader industrial adoption and continued academic
research. Although described as lightweight, Ascon, Gimli, and Xoodyak employ medium-
to large-state permutations (320–384 bits), which are larger than traditional block ciphers.
In this context, the term lightweight should not be interpreted as implying small state
sizes, but rather as denoting designs optimized for constrained environments through careful
trade-offs between state size, number of rounds, and component complexity. Consequently,
permutation-based lightweight cryptography often results in families of variants that offer
different security–performance trade-offs, rather than a single universal solution.

4.2. Hashing
Keccak, proposed by Bertoni et al. [?], was the winning algorithm of the NIST SHA-
3 competition in 2012 and was standardized as FIPS PUB 202 in 2015. It represents
a foundational example of a large cryptographic permutation used within the sponge
construction. Keccak employs the Keccak-f permutation, which operates on a 1600-bit state
over 24 rounds. Each round consists of five transformation steps (θ, ρ, π, χ, and ι), composed
of simple bitwise operations such as XOR, AND, NOT, and fixed rotations. The sponge
framework enables flexible adjustment of the rate and capacity parameters, allowing Keccak-
based constructions to support a wide range of security levels and functionalities. Since its
introduction, the security of Keccak and its variants has been extensively analyzed in the
literature [37, 84, 85, 94, 98, 131, 132, 167, 189, 198, 199, 203].

PHOTON [87] is a family of lightweight hash functions based on the sponge construction
and optimized for ultra-compact hardware implementations, achieving implementations as
small as approximately 1120 gate equivalents (GE) for 64-bit collision resistance. PHOTON
was a finalist in the NIST LWC competition [192]. Its internal permutation follows an
AES-like structure but incorporates a novel sequential MixColumns layer to significantly
reduce area requirements. The PHOTON family offers explicit trade-offs between preimage
resistance and performance on short messages, and some variants deliberately reduce second-
preimage resistance to achieve extreme compactness. Recent meet-in-the-middle preimage
attacks on reduced-round PHOTON represent the first substantial cryptanalytic results on the
design since its proposal in 2011 [138, 154].

SPONGENT [35, 36] is another family of lightweight hash functions built on the sponge
construction, employing a PRESENT-style internal permutation. It is recognized for having
one of the smallest hardware footprints across a wide range of security levels. The design
follows a so-called tight sponge strategy, supporting multiple digest sizes (88, 128, 160, 224,
and 256 bits) and corresponding security strengths, including configurations that intentionally
reduce second-preimage resistance to minimize hardware cost [195]. However, without
adequate countermeasures, the underlying permutation can be vulnerable to side-channel
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key-recovery attacks. Cryptanalytic studies include improved meet-in-the-middle attacks
on reduced-round variants and analyses of the impact of S-box design choices on overall
security [201].

The SHAKE and cSHAKE families provide standardized extendable-output functions
(XOFs), allowing hash outputs of arbitrary length [107, 108]. These constructions are also
based on the Keccak-f permutation and the sponge framework. The cSHAKE variant
introduces a customization string to enable domain separation, thereby preventing collisions
between different application contexts. While XOFs offer significant flexibility, it is important
to note that arbitrary-length output does not increase security beyond the defined capacity, and
improper usage may lead to security pitfalls.

BLAKE2 and BLAKE3 are high-performance hash functions built upon ARX-based
permutations derived from the ChaCha stream cipher. BLAKE2 [9] significantly outperforms
MD5, SHA-1, SHA-2, and SHA-3 on 64-bit architectures [7]. It is derived from the SHA-3
finalist BLAKE, with simplified padding, removal of message-word constant additions, and a
reduced number of rounds [86]. BLAKE2 supports a wide range of features, including keyed
hashing, salting, personalization, and tree hashing. BLAKE3 further improves throughput
by adopting a binary Merkle tree structure and exploiting default parallelism, particularly
on multicore processors and SIMD-capable architectures [160]. Processing messages in
parallel blocks of 1024 bytes, BLAKE3 supports modes for unkeyed hashing, keyed hashing
(PRF/MAC), and key derivation (KDF) [42].

4.3. Pseudorandom Number Generation (PRNG/PRF)
Sponge- and Duplex-based constructions leveraging large cryptographic permutations—
such as Keccak-f , Ascon-p, or Xoodoo—have emerged as effective designs for generating
pseudorandom bits or data streams of arbitrary length [39]. The Duplex construction is
particularly well suited for reseedable pseudorandom number generators (PRNGs), as it
naturally supports the absorption of fresh entropy into the internal state while preserving
forward and backward security. This capability makes sponge/duplex-based designs attractive
for long-lived cryptographic systems requiring periodic reseeding.

Several PRNG and pseudorandom function (PRF) constructions based on the sponge
and duplex paradigms have been proposed in the literature [30, 72, 100, 182, 204]. These
schemes typically achieve strong provable security guarantees in the ideal permutation
model, assuming the underlying permutation behaves as a random permutation. Their ability
to produce arbitrary-length output, combined with inherent stateful operation and simple
domain separation, further strengthens their applicability to cryptographic protocols, key
derivation, and randomness generation in both classical and post-quantum settings.

4.4. Trends and Challenges in the Standardization of Permutation-Based Cryptographic
Primitives

4.4.1. Standardization of Large Permutations The NIST Lightweight Cryptography (LWC)
project selected Ascon, a permutation-based primitive, as the primary standard for
lightweight authenticated encryption and hashing in 2023 [59, 191]. This decision
underscores the practical viability and maturity of permutation-based designs, particularly in
resource-constrained environments. Although the NIST Post-Quantum Cryptography (PQC)
effort [149] primarily targets public-key primitives, several hash-based digital signature
schemes, such as SPHINCS+ and its variants [18,116,184], rely on small permutation-based
hash functions (e.g., Haraka) as core components. This further illustrates the growing role of
permutations across different layers of cryptographic standardization.

4.4.2. Design of Permutations for Large States There is increasing interest in the design of
cryptographic permutations tailored for large internal state sizes (e.g., exceeding 512 bits or
even reaching 1024 bits), driven by requirements for long-term security and domain-specific
applications. Ensuring full diffusion over such large state spaces within a reasonable number
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of rounds remains a central design challenge [148]. Designers must carefully balance security,
performance, and implementation cost, particularly for high-security targets such as 256-bit
classical security or 128-bit post-quantum security levels.

4.4.3. Quantum Cryptanalysis and Resistance Quantum algorithms introduce new
considerations for symmetric cryptography. Grover’s algorithm effectively reduces the
security of exhaustive key search by a square root [78, 105, 124, 141, 176], while Simon’s
algorithm may exploit periodic or structured properties in permutation-based constructions to
enable faster key recovery or collision attacks. Consequently, evaluating large cryptographic
permutations under quantum adversary models—most notably the Q1 and Q2 models [188]—
is essential for future-proofing their security.

4.4.4. Optimization for Emerging Platforms To maximize practical applicability,
permutation-based designs must be efficiently implementable across a wide range of
modern platforms, including SIMD-enabled and multi-core CPUs, GPUs, FPGAs, and
ASICs [175]. This requirement favors round functions composed of hardware- and software-
friendly operations, such as bitwise logic, rotations, and modular addition, as well as support
for parallel execution. Techniques such as loop unrolling, pipelining, and cache-aware
optimization further contribute to scalable performance.

4.4.5. Parameterized and Configurable Designs Flexible permutation designs with
adjustable parameters—such as state size, number of rounds, or rate/capacity ratio—
enable deployment across diverse security levels and application domains. Parameterization
enhances reusability and allows a single permutation core to serve multiple cryptographic
purposes, ranging from lightweight protocols to high-throughput hashing, PRNGs, and post-
quantum–oriented applications.

5. CONCLUSION

Cryptographic permutations have emerged as foundational components in modern
symmetric-key cryptography, serving as a unifying primitive for a wide range
of functionalities, including hashing, authenticated encryption, pseudorandom number
generation, and extendable-output functions. Their integration into frameworks such as
Sponge, Duplex, and Farfalle has enabled the construction of compact, versatile, and
efficient cryptographic systems, reducing implementation complexity while preserving strong
and well-understood security guarantees. The paradigm shift from traditional keyed block
ciphers to public, unkeyed permutations combined with provably secure modes of operation
represents a significant evolution in the design philosophy of symmetric cryptography.

The growing demand for large-state cryptographic permutations—typically exceeding
256 bits—is driven by multiple factors, including the increasing scale of data processing, the
proliferation of resource-constrained platforms such as IoT devices, and emerging security
challenges posed by quantum computing. Designing such permutations entails non-trivial
challenges: achieving rapid and complete diffusion over large state spaces, balancing security
margins against performance constraints, and maintaining simplicity and configurability
across heterogeneous hardware and software platforms. Continued advances in classical
and quantum cryptanalysis further refine design criteria and underscore the necessity of
conservative, forward-secure design choices.

Future research directions include the exploration of novel nonlinear and linear
components with improved cryptographic properties, architecture-aware optimization
techniques for both hardware and software implementations, and the systematic integration of
post-quantum security considerations into permutation design and analysis. Standardization
efforts, most notably the NIST Lightweight Cryptography initiative, play a crucial role in
validating design paradigms, fostering interoperability, and accelerating real-world adoption.
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As digital infrastructures continue to evolve, permutation-based cryptographic designs
are well positioned to remain a cornerstone of next-generation symmetric cryptography,
providing scalable, robust, and future-proof foundations for secure computation.
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